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Abstract

When targeting algorithms to FPGAs both the array to
memory assignment and the selection of data reuse struc-
tures should be considered to maximise performance. In
this work we present an Integer Linear Programming for-
mulation for the combined problem of array to memory as-
signment and data reuse selection. We include a number of
cost functions to minimise during memory optimisation and
show how these optimisations can be integrated into a loop
pipelining framework to iteratively update the memory sub-
system during scheduling. By co-optimising the datapath
and memory subsystem we are able to produce near opti-
mal (fastest) solutions, with an upper bound on the distance
from the optimal. Our results show an average speedup of
up to 4x over a non-optimised memory subsystem when in-
tegrated into an existing outer loop pipelining framework.

1 Introduction

Data may be reused where an array element is read mul-
tiple times, or written to and then read. By buffering ar-
ray elements that may be reused in an on-chip scratch pad
memory or FIFO we may reduce accesses to the off-chip
memories, which often form the bottlenecks in FPGA based
designs. In a typical nested loop there may be a variety of
options for exploiting on-chip data reuse. There may also
be some freedom to allocate arrays to the physical memo-
ries to maximise parallel access. Which reuse options are
selected may affect how the arrays should be assigned to
the memories, and both of these issues will affect how the
loop may be scheduled to minimise execution time.

Array to memory placement and data reuse schemes for
FPGAs have received significant attention in previous work,
and some methodologies have been presented to link these
issues to scheduling [1]–[6]. However, despite the existing

work, to the best of our knowledge, there is no work that
brings together the various scratch pad memory and FIFO
based data reuse schemes, that links the selection of reuse
options to array to memory placement, and that links both
of these issues to scheduling such that the shortest schedule
is found for a given loop on a given target platform. While
the work in [1] and [3] integrates array to memory assign-
ment with scheduling, data reuse decisions are not included.
[2] and [4] include data reuse, but do not link this to array to
memory placement or provide a framework for selecting the
optimal set of reuse options. [5] presents a scheme combin-
ing array to memory allocation and data reuse, but this work
targets low power, relatively sequential DSP systems and is
not closely linked to fine grain scheduling. [6] produces au-
tonomous buffers for ‘windows’ of data, but does not sup-
port other forms of reuse. The contribution of this work is
to provide an Integer Linear Programming formulation to
simultaneously place arrays in the available memories and
select the appropriate data reuse options from the available
set. We offer three cost functions to be used when optimis-
ing the memory and show how these can be integrated into
an existing loop pipelining framework to co-optimise the
schedule and the supporting memory subsystem.

The remainder of the paper is divided into seven further
sections. In Section 2 we give a basic description of the
outer loop pipelining framework into which the memory
optimisation approach is integrated. Sections 3 and 4 de-
scribe our ILP formulation for memory optimisation, while
Sections 5 and 6 show how the memory subsystem is iter-
atively updated during scheduling. Section 7 presents our
results and we conclude in Section 8.

2 Background

We have previously presented an approach for extending
an existing outer loop pipelining approach [7], originally
developed for VLIW processors, to FPGAs [8]. This ap-
proach works by overlapping the executions of iterations at



Algorithm 1 : Searching the pipelining solution space for
each loop level. Zp represents the number of stages required
to accommodate all of the imperfectly nested operations up
to the pipelined level. The comments (//) indicate where
functions should be inserted to update the memory subsys-
tem during scheduling

1: // memory minimise T();
2: T = find Tmin();
3: while ( T < bound T(T) ) do
4: // memory minimise S(T);
5: S = find Smin(T);
6: while ( S < bound S(T, S) ) do
7: // memory minimise Zp(T, S);
8: Zp = find Zp min(T, S);
9: while ( Zp < bound Zp(T, S, Zp) ) do

10: // memory minimise II(T, S, Zp);
11: II = find IImin(T, S, Zp);
12: while ( II < bound II(T, S, Zp, II) ) do
13: // memory minimise Stot(T, S, Zp, II);
14: cycles = schedule(T, S, Zp, II);
15: best = min(cycles, best);
16: II++;
17: end while
18: Zp++;
19: end while
20: S++;
21: end while
22: T++;
23: end while

a given level in a nested loop. The iterations of all levels
nested below the pipelined level are executed sequentially.
A new iteration at the pipelined level is started every II
cycles and iterations of all loop levels above the pipelined
level are executed sequentially. Unlike inner loop pipelin-
ing, where the sole goal is to minimise the initiation interval
(II), outer loop pipelining presents a more complicated so-
lution space where a number of scheduling parameters may
be traded. In [8] we presented a search scheme to find the
set of values, such that the schedule length is minimised, for
the number of clock cycles per pipeline stage, T , the num-
ber of pipeline stages for the perfectly nested operations, S,
the initiation interval, II , and the number of stages for the
imperfectly nested operations at each level in the loop, Zi

(where i is the loop level). The pseudo code for this search
is given in Algorithm 1. Where variables are passed as in-
puts to a function it implies that the function must work
within a fixed values for these variables. For example, the
function ‘find Smin(T)’ must minimise S for a given T .

In [8] it is assumed that an array to memory map is sup-
plied as an input, and there is no data reuse. Ideally we
would like to determine the optimum data reuse set and ar-
ray to memory placement prior to scheduling as this would
allow us to retain the original methodology. However, all of

the scheduling parameters can be affected by the properties
of the memory subsystem, so as the scheduling search pro-
gresses the desired properties from the memory subsystem
will change. For instance, at first we require the memory
subsystem such that T is minimised at the cost of all else,
but as the search progresses the value of T may be increased
in favour of minimising S or II . Hence we propose that the
memory subsystem is continually updated during schedul-
ing. The commented lines in Algorithm 1 show how func-
tions to update the data reuse selection and array to mem-
ory placement should be added to the scheduling search so
that both the schedule and memory subsystem can be co-
optimised to produce the fastest pipelined solution.

In this work we are looking to find the fastest possible
pipelined implementation for a nested loop. However, there
are currently a number of restrictions to our methodology.
Firstly, we have not yet automated any loop unrolling strate-
gies, though the user may unroll the loop manually and in-
put this unrolled version. We also do not consider array
partitioning or duplication, though these may again be spec-
ified manually by the user. We currently also do not sup-
port data reuse for imperfectly nested operations. Remov-
ing these restrictions remains the basis for future work. This
work targets SRAM memories as their constant, relatively
short latencies are well suited to our underlying pipelin-
ing framework. Currently we can only include DRAM or
SDRAM memories by assuming the worst case access la-
tency in all cases, which is far from optimal.

3 Array to Memory Placement

Existing work on mapping arrays to memories in FPGA
based systems considers the problem of assigning arrays to
specific blocks of on chip or off-chip memory [2, 3]. How-
ever, as the number of embedded memory blocks on modern
FPGAs has increased, this approach has become increas-
ingly impractical as it leads to a large solution space with
many equivalent solutions. A more practical approach may
be to group the arrays into logical memories and then as-
sign each logical memory to one of the types of memory
resource, rather than any particular instance of a given type.

We have formulated this problem using Integer Linear
Programming (ILP) [9]. We are given a set of N arrays,
A = {a1, ..., aN}, and a set of M memory resource types,
T = {t1, ..., tM}. There are numk instances (banks) of
type tk. Embedded FPGA memories may generally be
configured to offer different combinations of width (word
length) and depth (number of words) [10]. Each tk is there-
fore considered to have conk configurations. The arrays are
mapped to a set of N logical memories, L = {L1, ..., LN},
by the set of binary variables, dij . dij is one if array ai is
mapped to logical memory lj and zero otherwise. The log-
ical memories are mapped to the memory types by another



set of binary variables, bjkm, such that bjkm is one if logi-
cal memory lj is mapped to banks of resource type tk using
configuration m. To determine how many banks of each
resource type are consumed by each logical memory, we
introduce a set of integer variables, banksjkm, where each
value of banksjkm denotes the number of banks of type tk
(under configuration m) used by memory lj . For a valid
array to memory assignment the constraints represented by
equations (1) to (5) must be satisfied. WMkm represents the
number of words in a single bank of type tk when using
configuration m. WAikm represents the number of words
in array ai when it is implemented in configuration m of
memory type tk. Both WMkm and WAikm are constants.
The number of words in an array may vary depending on
the resource type and configuration because we allow mul-
tiple elements of an array to be packed into a single (larger)
memory word if the array is only ever read during the loop.

∀ai ∈ A,

N∑

j=1

dij = 1 (1)

∀lj ∈ L,

M∑

k=1

conk∑
m=1

bjkm ≤ 1 (2)

∀lj ∈ L, N ·
M∑

k=1

conk∑
m=1

bjkm ≥
N∑

i=1

dij (3)

∀tk ∈ T,

N∑

j=1

conk∑
m=1

banksjkm ≤ numk (4)

∀lj ∈ L, ∀tk ∈ T, ∀m ∈ (1 : conk),

banksjkm ·WMkm ≥
N∑

i=1

(dij ·WAikm)

+ (bjkm − 1) ·
N∑

i=1

WAikm (5)

Equation (1) constrains each array to be assigned to sin-
gle logical memory. The constraints represented by (3) en-
sure that any logical memory with one or more arrays as-
signed to it is assigned to at least one memory resource type,
while (2) ensures that each logical memory is assigned to
only a single resource type. (4) ensures that no more re-
sources are used than are available. The constraints repre-
sented by (5) determine the number of banks of each re-
source type consumed by each logical memory. The first
term on the right hand side (RHS) of (5) determines the to-
tal number of words assigned to logical memory lj . If lj
is assigned to configuration m of type tk then bjkm takes a
value of one. As a result the second term on the RHS of (5)
equates to zero and the number of banks consumed is forced

to be sufficient to accommodate all arrays assigned to lj . If
lj is not assigned to configuration m of tk, bjkm will take a
value of zero and term two on the RHS of (5) will be equal
to the maximum possible value of term one. As a result the
RHS of (5) will be less than or equal to zero. Hence the
value of banksjkm can be minimised to zero.

A number of different cost functions are employed with
this formulation during the search for an optimal pipeline
schedule; these are discussed in Section 5.

4 Integrating Data Reuse with Array to
Memory Placement

In this work we attempt to reuse array data through
buffers (scratch pad memories) [6, 11] and FIFOs [2, 4] as
this can reduce the number of accesses to off-chip mem-
ories. Data reuse will compete with the array to memory
placement for the available memory resources, while the
reuse options selected will alter the number of accesses to
some arrays and affect how they should be placed in mem-
ories to maximise parallel access. Furthermore, the FIFOs
and buffers may need to be filled with data at the start of
each loop level. This will add extra imperfectly nested op-
erations to the loop if the data reuse structure is selected for
implementation, and the time taken for this fill process must
be traded against the potential scheduling gains.

To integrate the process of selecting the optimum set of
data reuse options into the array to memory placement for-
mulation, the ILP presented in Section 3 is updated as fol-
lows: We are given a set of P buffers, E = {e1, ..., eP },
and a set of Q FIFOs, F = {f1, ..., fQ}. A second set of P
logical memories, LB = {lN+1, ..., lN+P }, is created and
the buffers are assigned to these logical memories by a set
of binary variables, xij . xij is one if buffer ei is assigned
to logical memory lj and zero otherwise. The set of bjkm

binary variables described in Section 3 is extended to as-
sign the logical memories in LB to the available resource
types. The set of integer variables, banksjkm, is also ex-
tended to denote the number of banks of each resource type
consumed by the new logical memories. A further set of
binary variables, ynkm, is created to assign the FIFOs to
memory resource types. ynkm is one if FIFO fn is assigned
to configuration m of type tk and zero otherwise. The con-
straints represented by (6) to (9) must be added to those
in Section 3, and equation (4) must be replaced by equa-
tion (10) to ensure that the combined usage of memory re-
sources across the arrays and data reuse options does not
exceed those available. In equation (8), R represents the
set of read operations at the innermost level in the target
loop. Zi represents the set of reuse options that serve read
operation ri. In equation (9), WBikm is a constant repre-
senting the number of words in buffer ei when it is targeted
to configuration m of type tk. Bnkm in (10) is a constant



representing the banks of type tk used if FIFO fn is targeted
to configuration m of that type.

∀lj ∈ LB,

M∑

k=1

conk∑
m=1

bjkm ≤ 1 (6)

∀lj ∈ LB, P ·
M∑

k=1

conk∑
m=1

bjkm ≥
P∑

i=1

xij (7)

∀ri ∈ R,
∑

fn∈Zi

M∑

k=1

conk∑
m=1

ynkm +
∑

ek∈Zi

N+P∑

j=N+1

xkj ≤ 1

(8)

∀lj ∈ LB, ∀tk ∈ T, ∀m ∈ (1 : conk), banksjkm·WMkm

≥
P∑

i=1

(xij ·WBikm) + (bjkm − 1) ·
P∑

i=1

WBikm (9)

∀tk ∈ T,

N+P∑

j=1

conk∑
m=1

banksjkm

+
Q∑

n=1

conk∑
m=1

(Bnkm · ynkm) ≤ numk (10)

The constraints represented by equations (6), (7) and (9)
constrain the buffer logical memories just as equations (2),
(3) and (5) constrain the array logical memories. Equa-
tion (8) ensures that, where there are multiple reuse options
available that supply the same read operation, at most one
is selected for implementation. They also ensure that each
FIFO or buffer can be assigned to (at most) one memory
resource type or logical memory respectively.

The cost functions employed with this formulation dur-
ing the scheduling search are discussed in Section 5, but we
note here that several of them are dependent on the num-
ber of accesses to each physical memory in each iteration
of the innermost loop. Since the number of accesses to each
array may vary depending on which data reuse options are
selected a further set of real variables, Accij , are added to
the ILP formulation. Accij represents the number of ac-
cesses to logical memory lj during a single iteration of the
innermost loop due to array ai, and each Accij value is con-
strained by equation (11). Zi in equation (11) represents the
set of reuse options that supply any read operation to array
ai, while Acci represents the number of accesses to array ai

with no data reuse. If array ai is assigned to logical mem-
ory lj then dij will take a value of one. The RHS of equa-
tion (11) will then equal the number of accesses to array ai

minus the number of accesses that are removed due to data
reuse. If array ai is not assigned to logical memory lm the
value of dij will be zero and so the RHS of equation (11)

will always be less than or equal to zero. Each Accij vari-
able is implicitly bound to be greater than or equal to zero
within the ILP. Hence the number of accesses to logical
memory lj is the sum of the Accij variables for all arrays
that may be assigned to it.

∀ai ∈ A, ∀lj ∈ L, Accij ≥ dij ·Acci

−
∑

fn∈Zi

M∑

k=1

conk∑
m=1

ynkm −
∑

en∈Zi

N+P∑

k=N+1

xnk (11)

5 Cost Functions

Algorithm 1 (in Section 2) lists the functions required to
optimise the memory subsystem as the scheduling options
for outer loop pipelining are explored. The five functions
have five different goals:

1. Minimise the cycles per stage, T .

2. Minimise the perfectly nested stages, S, with T fixed.

3. Minimise the imperfectly nested stages at the pipelined level,
Zp, with T and S fixed.

4. Minimise the initiation interval, II , with T , S and Zp fixed.

5. Minimise the total number of stages executed in a single it-
eration of the loop at the pipelined level, Stot, with T , S, Zp

and II fixed.

Ideally we would like to derive a linear cost function for
each goal. For the minimisation of T this is relatively sim-
ple since the minimum stage length is determined by the
number of clock cycles required to execute all accesses to
each physical memory in a single iteration of the innermost
loop, ignoring all dependence constraints [2]. Creating a
(real) variable for T , its minimum value can be determined
using the constraints represented by equation (12). Issk

represents the minimum cycles between successive accesses
to a memory bank of type tk, and portsk represents the
number of ports to each bank of type tk. Xj is the max-
imum number of accesses that can be assigned to logical
memory lj . There must be a separate constraint for each
logical memory for each type in which it may be imple-
mented as the various types may have different values of
Issk and portsk. The second term in the RHS of (12) es-
sentially voids the constraint if logical memory lj is not im-
plemented in memory type tk (ejkl = 0) as it will force the
RHS of the inequality to be less than or equal to zero.

∀lj ∈ L, ∀tk ∈ T, T · portsk ≥
N∑

i=1

Accij · Issk

+
( conk∑

m=1

ejkl − 1
)
·Xj · Issk (12)



With the T variable bound by equation (12), the cost
function when minimising the number of cycles per stage is
simply the minimisation of T . This formulation also allows
us to bound the value of T when other cost functions are
used to meet different goals in the scheduling process. Un-
fortunately it is not so simple to generate linear cost func-
tions to minimise the values of S, II or Zp as all of these
factors depend on how exactly the memory operations may
be scheduled once the memory subsystem has been set. Es-
sentially the lengths of the longest paths through the depen-
dence graph must be minimised. If the minimisation of any
path requires multiple array accesses to be scheduled at the
same time, the memory must be optimised to provide suffi-
cient ports for the concurrent access. Work has been done
on optimising the memory to minimise path lengths in de-
pendence graphs [1], but the methods involved are compli-
cated and of exponential time complexity. We have chosen
not to implement such a scheme due to its complexity rel-
ative to the limited gains it is likely to achieve. In [8] it
was shown that the value of T has a great effect on the fi-
nal schedule length, while the values of S and II have only
small effects. For this reason we ignore goals 2 & 4 from
the earlier list. Instead we use estimates of the lower bound
values of S and II to bound how far the solution we find
is from the most optimistic lower bound. Further details of
this are given in Section 6.

We cannot guarantee to find the memory subsystem for
the minimum number of imperfect stages, Zp, without com-
plex methods for examining critical paths. However, we can
provide a simple, linear heuristic to allow a near minimum
Zp to be achieved in most cases. Note that each time we at-
tempt to optimise the memory subsystem for the minimum
Zp (goal 3 in the list) the values of T and S are already
fixed for the relevant section of the scheduling search. For
reasons that are explained in [8], imperfect stages must al-
ways be added to the schedule in multiples of the number
of perfect stages, S. The number of sets of S imperfect
stages that must be included can be estimated based on two
factors. The first is the length of the critical path through
the imperfect operations in the dependence graph. To this
end Zp is bound by (13), where Latimp is the latency of the
longest path through the imperfectly nested operations.

Zp ≥
⌈Latimp

S · T
⌉

(13)

The second factor is the number of imperfectly nested ac-
cesses to each memory. Each set of S stages has T ·S cycles
into which operations may be scheduled, but S stages will
be executed in parallel. This means that, within each set
of S stages, there are only T modulo ‘slots’ into which the
memory accesses may be scheduled so that they do not con-
flict with any other accesses to the same port. For a memory
composed of banks of resource type tk, the number of ac-
cesses, acck, that may be made in any set of S stages is

defined by equation (14). Note that acck is a constant value
for each resource type.

acck =
⌊ T

issk

⌋
· portsk (14)

Zp is added to the ILP formulation as an integer variable
and its value is constrained by (13) and (15). Impi rep-
resents the number of imperfectly nested accesses to array
ai and Yj represents the maximum number of accesses that
may be assigned to logical memory lj . We use Zp + 1 on
the left hand side of (15) because the constraints determine
the minimum number of sets of stages required to accom-
modate all of the loop operations. This value includes the
one set of perfectly nested stages which are not included in
Zp. The third term on the right hand side is again used to
void the constraint in the case when logical memory lj is
not assigned to type tk.

∀lj ∈ L, ∀tk ∈ T, acck · (Zp + 1) ≥
N∑

i=1

Accij+

N∑

i=1

(dij · Impi) +
( conk∑

m=1

ejkl − 1
)
· Yj (15)

The final cost function required in this work, used to
minimise the number of stages executed in one iteration of
the loop at the pipelined level (Stot), must also be heuristic
based due to the complications of how operations may ac-
tually be scheduled. Stot is determined as a weighted sum
of the number of sets of stages required for each level in the
loop and the number of sets of stages required at each level
to initialise data reuse options.

For each loop level n above the innermost level we create
an integer variable, Zn, representing the number of sets of S
imperfect stages included at that level. Each Zn is bounded
according to equation (13), except in this context Latimp

will vary for each loop level and is the length of the criti-
cal path through operations up to level n. Each Zn is also
constrained by equation (15), with Zp replaced by Zn and
Impi replaced by Impni, the number of accesses to array
ai nested at levels up to and including level n.

For each loop level n above the innermost level we also
create an integer variable, In, representing the number of
sets of S stages required to accommodate the reuse initial-
isation operations for that level. Each In is bound by the
time taken to write the initialisation data to each FIFO and
buffer filled at level n. When filling a FIFO, only one write
may be issued in each set of S stages. This is because there
is only one write during the perfectly nested operations and
the (imperfectly nested) fill operations must match this to
avoid port conflicts when the pipeline is full. As a result
the FIFOs filled at level n constrain In according to equa-
tion (16). FFni is the number of writes required to initialise
FIFO fn at level n.



∀fi ∈ F, In ≥
M∑

k=1

conk∑
m=1

yikm · FFni (16)

When filling a buffer, ei, with Ri accesses in the perfectly
nested operations, we may write up to Ri values in each set
of S stages during initialisation. As a result the buffers filled
at level n constrain In according to (17), where FBni is the
number of writes required to initialise buffer ei at level n.

∀ei ∈ E, In ≥
P∑

j=1

xij ·
⌈

FBni

Ri

⌉
(17)

The number of stages required at each level in the loop to
initialise the reuse options is also bound by the minimum
time taken to read all of the necessary data from the system
memories. This factor is modeled by (18).

∀lj ∈ L, ∀tk ∈ T, acck·In ≥
Q∑

i=1

M∑

k=1

conk∑
m=1

yikm·FFni

+
P∑

i=1

P∑

j=1

xij ·
⌈

FBni

Ri

⌉
(18)

6 Integration with scheduling

With only heuristic cost functions to optimise the mem-
ory subsystem for the minimum Zp and Stot, and with no
cost functions for S and II , we cannot guarantee that the
optimal pipelined solution will always be found. However,
the heuristics used will never overestimate the minimum
Zp or Stot that may be achieved. Hence these values can
be used to produce lower bounds during the search. Like-
wise, if the minimum latencies of the critical paths and
cyclic paths in the dependence graph (ignoring resource
constraints) are known, then lower bounds can be placed
on the values on the values of S and II . Polynomial time
algorithms exist to solve both of these problems [13, 14]
so these values can be found relatively quickly. Thus, with
some modifications to the search algorithm (Algorithm 1)
we can either produce the optimal pipelined solution (within
the restrictions described in Section 2) or state how far the
solution produced is from a lower bound execution time (in
clock cycles).

There are a few points to note in the revised search al-
gorithm. Firstly, not only can we not optimise the mem-
ory to minimise S or II , but we also cannot bound their
values when optimising for Zp or Stot. As a result, once
the memory has been optimised for the minimum Zp (with
S already fixed), we must check that the target loop may
still be scheduled within the given S stages. If the given

S cannot be achieved with the memory subsystem for the
minimum Zp, the memory is re-optimised for the minimum
T and scheduling within S stages is attempted for this. If
scheduling fails at this point the search calculates the lower
bound schedule length for that S and moves onto the next S
value. Since the optimisation and bounding of the Zp value
is heuristic based, we cannot guarantee that the given value
of Zp (or S) will be achievable after optimisation for min-
imum Stot or Zp. Hence, after memory optimisation for
Stot, another function is used to schedule the target loop for
the given value of Zp (and S). If this fails we find the new
lower bound schedule length and revert to the memory sub-
system optimised for minimum Zp and recheck. If this also
fails we revert to the memory for minimum T and recheck
once more. If this final attempt fails then the search skips
onto the next Zp.

7 Results

The combined memory optimisation and pipelining
methodology has been automated and applied to seven test
loops. The results are presented in Table 1. In each case,
along with the dependence graph for the test loop, we in-
put a list of the memory resources, plus a list of buffers that
may be inferred using other methodologies [6, 11]. The
tool generates a VHDL controller for the pipeline, along
with a schedule for the datapath and a description of the
memory subsystem. The datapath must be written man-
ually, but there is scope to automate this. The on-chip
memory resources targeted are those on the Altera Stratix
II EP2S30. We have included a single 16MByte bank of
off-chip SRAM for each loop, except the hydrodynamics
kernel. In this case we included two 16MByte banks of off-
chip SRAM as it uses six 1000x1000 element floating point
matrices. In each case we pipelined the loop with no au-
tomated memory optimisations (the ‘NONE’ option in Ta-
ble 1) as the baseline comparison for the results with auto-
mated memory optimisation. In this case the arrays used by
each kernel were manually assigned to the off-chip SRAM.
For most of the loops we include results for two forms of
memory optimisation. The ‘UNBOUND’ option in Table 1
refers to memory optimisation with no user-supplied bind-
ings for specific arrays to be placed in specific memories.
We have also included results for the case when the arrays
are explicitly bound to the off chip SRAM, which may be
more likely in real examples. This is the ‘BOUND’ op-
tion in Table 1. There is no ‘BOUND’ option for the matrix
multiply and hydrodynamics kernels as all the arrays are too
large to store on chip.

Run time and scalability are always concerns for ILP
based solutions. In our formulation the number of binary
variables scales quadratically with the number of arrays and
the number of buffers, and linearly with the number of FI-



Table 1. Results for edge detection (ED), motion estimation (ME), matrix-matrix multiply (MMM), hy-
drodynamics (HD) [12], successive over relaxation (SOR), MINRES (MIN) and median filter (MED)
kernels. Pipelining results are presented for no memory optimisation (NONE), memory optimisation
with no bindings (UNBOUND) and memory optimisation with user supplied bindings (BOUND). The
speedup is relative to sequential execution. We define the access ratio as the sum of the accesses to
the off-chip memory divided by the sum of the sizes of the arrays assigned to the off-chip memory.
The DEV column specifies the deviance of the solution found from the lower bound schedule length.

Loop Memory No. FIFOs No. buffers Off-chip accesses Access T Cycles Dev Speedup
optimisation (used/total) (used/total) reduced by: ratio (cycles)

ED NONE - - - 5.00 10 655,370 - 4.70
ED UNBOUND 7/8 0/8 90.0% 1.00 1 69,905 0 44.06
ED BOUND 7/8 1/8 79.9% 1.02 1 136,225 0 22.61
ME NONE - - - 25.0 2 3,277,326 - 3.99
ME UNBOUND 0/28 0/8 50.0% 12.3 1 1,638,415 0 7.98
ME BOUND 0/28 1/8 48.0% 13.0 1 1,704,207 0 7.67

MMM NONE - - - 667 2 2,002,000,030 - 8.49
MMM UNBOUND 0/2 1/5 50.0% 334 1 1,002,039,000 0 16.96

HD NONE - - - 1.571 6 6,000,294 - 13.67
HD UNBOUND 4/5 0/7 27.2% 1.143 4 4,060,392 8000 20.20

SOR NONE - - - 1.998 2 2,004,118 - 9.51
SOR UNBOUND 2/2 0/4 50.1% 1.000 1 1,000,039 0 19.03
SOR BOUND 2/2 1/4 50.0% 1.000 1 1,003,059 0 18.98
MIN NONE - - - 1.996 2 2,002,242 - 8.50
MIN UNBOUND 0/0 0/3 50.0% 1.000 1 1,000,273 0 17.01
MIN BOUND 0/0 1/3 49.9% 1.000 1 1,003,218 0 16.96
MED NONE - - - 5.00 10 655,370 - 5.30
MED UNBOUND 7/8 0/8 90.0% 1.00 1 70,415 510 49.32
MED BOUND 8/8 0/8 79.9% 1.02 2 136,718 493 25.40

FOs. For six of the seven test loops the complete scheduling
search completed in under a minute, with the hydrodynam-
ics kernel taking around 5 minutes. This is possibly due to
the large number of equivalent solutions in this case.

With no array to memory bindings we were able to
achieve an average speedup improvement of 4.0x over the
‘NONE’ option. This is due to an 50% average reduction in
the number of off-chip memory accesses through a combi-
nation of on-chip array assignment and data reuse. With the
array bindings in place the average speedup improvement is
reduced to 2.71x. We note that in most cases there is a com-
parable reduction in off-chip memory accesses between the
‘BOUND’ and ‘UNBOUND’ solutions, with the small re-
duction in speedup due to the time taken to fill the extra data
reuse options that had to be inferred. For the edge detection
and median filter examples there is a more significant drop
in accesses reduction, causing the speedup to be halved.

We define the access ratio for each example as the sum
of the accesses to the off-chip memory divided by the sum
of the sizes of the arrays assigned to the off-chip memory.

If each array element is read or written (but not both) at
least once, as in the seven example loops, the access ratio
has a lower bound of one. A value of one implies there are
no further possibilities for reusing the data in the off-chip
memory. For five of the test loops we achieved accesses
ratios that were close to or exactly one. In each case the
data reuse option(s) with minimum fill requirements were
selected, so the only way to achieve further acceleration is
to partition arrays across memory banks for increased par-
allel access. The matrix multiply and motion estimation
examples have access ratios far in excess of one, so there
is still potential for further data reuse. However, in both
cases the pipeline stage length (T ) has been minimised to
one cycle. This means that the memory subsystem is no
longer the bottleneck in the system and further speedup can
only be achieved through unrolling the loop to create extra
parallelism. Extending the methodology presented here to
include array partitioning and loop unrolling is future work.

The ‘DEV’ column in Table 1 lists how far each solu-
tion is from the the lower bound solution derived during the



Table 2. Implementation results for the edge
detection and matrix multiply kernels. ALUTs
are the basic logic elements of the Stratix II
device family, while MRAM, M4K and M512
are the three types of embedded memory re-
source.

Loop / ALUTs Reg MRAM / Fmax

type M4K / M512 (MHz)
ED / 204 250 0 / 0 / 0 390

NONE
ED / 851 809 1 / 1 / 6 331

BOUND
MMM / 1175 1360 0 / 0 / 0 252
NONE
MMM / 1198 1755 0 / 8 / 0 247

UNBOUND

search. Note that the lower bound is estimated using ‘best
case’ results and will never be overestimated. In most cases
we were able to find the lower bound solution, despite the
use of heuristics. For the hydrodynamics and median filter
kernels the solutions were only 8000 cycles (0.2%) and 510
cycles (0.7%) respectively from the lower bounds, suggest-
ing that the heuristics used can guide the search effectively.

By introducing data reuse structures into designs we can
significantly reduce schedule lengths, but extra resources
will be consumed – both in terms of memory resources to
store the data and logic resources to control the reuse struc-
tures. There may also be some degradation in the clock
frequency of the design. Table 2 shows the implementation
results on a Stratix II EP2S30 device for the edge detection
and matrix multiply kernels. The ‘BOUND’ edge detection
example uses a relatively large number of reuse structures
and so we see a significant increase in the resources used,
as well as a 15% drop in clock rate. However, we achieved
a 4.8x scheduling speedup over the ‘NONE’ case, giving an
overall acceleration of 4x. The matrix multiply indicates the
tradeoff in a case where fewer reuse options are used. There
is a relatively small increase in resource usage, and only a
2% drop in clock rate compared to a scheduling speedup
of 2x. In each case the designer must decide whether the
increase in speed warrants the extra resources.

8 Conclusion

We have presented a combined array to memory assign-
ment and data reuse selection approach that may be com-
bined with loop pipelining to provide co-optimised sched-

ules and memory subsystems. Our initial results have
shown an average speedup of up to 4x over non-optimised
results. Despite our reliance on heuristics during parts of
the optimisation, the solutions found were on or close to the
lower bound schedule lengths that may be achieved, indi-
cating the potential usefulness of this approach.
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